CHAPTER-V

Error Detection and
Correction

Special Instructional Objectives:
On completion of this lesson, the student will be able to:
• Explain the need for error detection and correction
• State how simple parity check can be used to detect error
• Explain how two-dimensional parity check extends error detection capability
• State how checksum is used to detect error
• Explain how cyclic redundancy check works
• Explain how Hamming code is used to correct error
3.2.1 Introduction
Environmental interference and physical defects in the communication medium can cause
random bit errors during data transmission. Error coding is a method of detecting and
correcting these errors to ensure information is transferred intact from its source to its
destination. Error coding is used for fault tolerant computing in computer memory,
magnetic and optical data storage media, satellite and deep space communications,
network communications, cellular telephone networks, and almost any other form of
digital data communication. Error coding uses mathematical formulas to encode data bits
at the source into longer bit words for transmission. The "code word" can then be
decoded at the destination to retrieve the information. The extra bits in the code word
provide redundancy that, according to the coding scheme used, will allow the destination
to use the decoding process to determine if the communication medium introduced errors
and in some cases correct them so that the data need not be retransmitted. Different error
coding schemes are chosen depending on the types of errors expected, the
communication medium's expected error rate, and whether or not data retransmission is
possible. Faster processors and better communications technology make more complex
coding schemes, with better error detecting and correcting capabilities, possible for
smaller embedded systems, allowing for more robust communications. However,
tradeoffs between bandwidth and coding overhead, coding complexity and allowable
coding delay between transmissions, must be considered for each application.
Even if we know what type of errors can occur, we can’t simple recognize them. We can
do this simply by comparing this copy received with another copy of intended
transmission. In this mechanism the source data block is send twice. The receiver
compares them with the help of a comparator and if those two blocks differ, a request for
re-transmission is made. To achieve forward error correction, three sets of the same data
block are sent and majority decision selects the correct block. These methods are very
inefficient and increase the traffic two or three times. Fortunately there are more efficient
error detection and correction codes. There are two basic strategies for dealing with
errors. One way is to include enough redundant information (extra bits are introduced
into the data stream at the transmitter on a regular and logical basis) along with each
block of data sent to enable the receiver to deduce what the transmitted character must
have been. The other way is to include only enough redundancy to allow the receiver to
deduce that error has occurred, but not which error has occurred and the receiver asks for

a retransmission. The former strategy uses Error-Correcting Codes and latter uses
Error-detecting Codes.
To understand how errors can be handled, it is necessary to look closely at what error
really is. Normally, a frame consists of m-data bits (i.e., message bits) and r-redundant
bits (or check bits). Let the total number of bits be n (m + r). An n-bit unit containing data
and check-bits is often referred to as an n-bit codeword.
Given any two code- words, say 10010101 and 11010100, it is possible to determine how
many corresponding bits differ, just EXCLUSIVE OR the two code-words, and count the
number of 1’s in the result. The number of bits position in which code words differ is
called the Hamming distance. If two code words are a Hamming distance d-apart, it will
require d single-bit errors to convert one code word to other. The error detecting and
correcting properties depends on its Hamming distance.
•

•

To detect d errors, you need a distance (d+1) code because with such a code there is
no way that d-single bit errors can change a valid code word into another valid code
word. Whenever receiver sees an invalid code word, it can tell that a transmission
error has occurred.
Similarly, to correct d errors, you need a distance 2d+1 code because that way the
legal code words are so far apart that even with d changes, the original codeword is
still closer than any other code-word, so it can be uniquely determined.
First, various types of errors have been introduced in Sec. 3.2.2 followed by different
error detecting codes in Sec. 3.2.3. Finally, error correcting codes have been
introduced in Sec. 3.2.4.

3.2.2 Types of errors
These interferences can change the timing and shape of the signal. If the signal is
carrying binary encoded data, such changes can alter the meaning of the data. These
errors can be divided into two types: Single-bit error and Burst error.
Single-bit Error
The term single- bit error means that only one bit of given data unit (such as a byte,
character, or data unit) is changed from 1 to 0 or from 0 to 1 as shown in Fig. 3.2.1.
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Figure 3.2.1 Single bit error

Single bit errors are least likely type of errors in serial data transmission. To see why,
imagine a sender sends data at 10 Mbps. This means that each bit lasts only for 0.1 μs
(micro-second). For a single bit error to occur noise must have duration of only 0.1 μs
(micro-second), which is very rare. However, a single-bit error can happen if we are
having a parallel data transmission. For example, if 16 wires are used to send all 16 bits
of a word at the same time and one of the wires is noisy, one bit is corrupted in each
word.
Burst Error
The term burst error means that two or more bits in the data unit have changed from 0 to
1 or vice-versa. Note that burst error doesn’t necessary means that error occurs in
consecutive bits. The length of the burst error is measured from the first corrupted bit to
the last corrupted bit. Some bits in between may not be corrupted.
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Figure 3.2.2 Burst Error
Burst errors are mostly likely to happen in serial transmission. The duration of the noise
is normally longer than the duration of a single bit, which means that the noise affects
data; it affects a set of bits as shown in Fig. 3.2.2. The number of bits affected depends on
the data rate and duration of noise.
3.2.3 Error Detecting Codes
Basic approach used for error detection is the use of redundancy, where additional
bits are added to facilitate detection and correction of errors. Popular techniques are:
•
•
•
•

Simple Parity check
Two-dimensional Parity check
Checksum
Cyclic redundancy check

3.2.3.1 Simple Parity Checking or One-dimension Parity Check
The most common and least expensive mechanism for error- detection is the simple
parity check. In this technique, a redundant bit called parity bit, is appended to every
data unit so that the number of 1s in the unit (including the parity becomes even).
Blocks of data from the source are subjected to a check bit or Parity bit generator form,
where a parity of 1 is added to the block if it contains an odd number of 1’s (ON bits) and
0 is added if it contains an even number of 1’s. At the receiving end the parity bit is
computed from the received data bits and compared with the received parity bit, as shown
in Fig. 3.2.3. This scheme makes the total number of 1’s even, that is why it is called
even parity checking. Considering a 4-bit word, different combinations of the data words
and the corresponding code words are given in Table 3.2.1.

Figure 3.2.3 Even-parity checking scheme

Table 3.2.1 Possible 4-bit data words and corresponding code words

Decimal value
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Data Block
0000
0001
0010
0011
0100
0101
0110
0111
1000
1001
1010
1011
1100
1101
1110
1111

Parity bit
0
1
1
0
1
0
0
1
1
0
0
1
0
1
1
0

Code word
00000
00011
00101
00110
01001
01010
01100
01111
10001
10010
10100
10111
11000
11011
11101
11110

Note that for the sake of simplicity, we are discussing here the even-parity checking,
where the number of 1’s should be an even number. It is also possible to use odd-parity
checking, where the number of 1’s should be odd.
Performance
An observation of the table reveals that to move from one code word to another, at least
two data bits should be changed. Hence these set of code words are said to have a
minimum distance (hamming distance) of 2, which means that a receiver that has
knowledge of the code word set can detect all single bit errors in each code word.
However, if two errors occur in the code word, it becomes another valid member of the
set and the decoder will see only another valid code word and know nothing of the error.
Thus errors in more than one bit cannot be detected. In fact it can be shown that a single
parity check code can detect only odd number of errors in a code word.
3.2.3.2 Two-dimension Parity Check
Performance can be improved by using two-dimensional parity check, which organizes
the block of bits in the form of a table. Parity check bits are calculated for each row,
which is equivalent to a simple parity check bit. Parity check bits are also calculated for
all columns then both are sent along with the data. At the receiving end these are
compared with the parity bits calculated on the received data. This is illustrated in Fig.
3.2.4.

Figure 3.2.4 Two-dimension Parity Checking
Performance
Two- Dimension Parity Checking increases the likelihood of detecting burst errors. As
we have shown in Fig. 3.2.4 that a 2-D Parity check of n bits can detect a burst error of n
bits. A burst error of more than n bits is also detected by 2-D Parity check with a highprobability. There is, however, one pattern of error that remains elusive. If two bits in one
data unit are damaged and two bits in exactly same position in another data unit are also
damaged, the 2-D Parity check checker will not detect an error. For example, if two data
units: 11001100 and 10101100. If first and second from last bits in each of them is
changed, making the data units as 01001110 and 00101110, the error cannot be detected
by 2-D Parity check.
3.2.3.3 Checksum
In checksum error detection scheme, the data is divided into k segments each of m bits. In
the sender’s end the segments are added using 1’s complement arithmetic to get the sum.
The sum is complemented to get the checksum. The checksum segment is sent along with
the data segments as shown in Fig. 3.2.5 (a). At the receiver’s end, all received segments
are added using 1’s complement arithmetic to get the sum. The sum is complemented. If
the result is zero, the received data is accepted; otherwise discarded, as shown in Fig.
3.2.5 (b).
Performance
The checksum detects all errors involving an odd number of bits. It also detects most
errors involving even number of bits.

(a)
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Figure 3.2.5 (a) Sender’s end for the calculation of the checksum, (b) Receiving end
for checking the checksum
3.2.3.4 Cyclic Redundancy Checks (CRC)
This Cyclic Redundancy Check is the most powerful and easy to implement technique.
Unlike checksum scheme, which is based on addition, CRC is based on binary division.
In CRC, a sequence of redundant bits, called cyclic redundancy check bits, are
appended to the end of data unit so that the resulting data unit becomes exactly divisible
by a second, predetermined binary number. At the destination, the incoming data unit is
divided by the same number. If at this step there is no remainder, the data unit is assumed
to be correct and is therefore accepted. A remainder indicates that the data unit has been
damaged in transit and therefore must be rejected. The generalized technique can be
explained as follows.
If a k bit message is to be transmitted, the transmitter generates an r-bit sequence,
known as Frame Check Sequence (FCS) so that the (k+r) bits are actually being
transmitted. Now this r-bit FCS is generated by dividing the original number, appended
by r zeros, by a predetermined number. This number, which is (r+1) bit in length, can
also be considered as the coefficients of a polynomial, called Generator Polynomial. The
remainder of this division process generates the r-bit FCS. On receiving the packet, the
receiver divides the (k+r) bit frame by the same predetermined number and if it produces
no remainder, it can be assumed that no error has occurred during the transmission.
Operations at both the sender and receiver end are shown in Fig. 3.2.6.

Figure 3.2.6 Basic scheme for Cyclic Redundancy Checking
This mathematical operation performed is illustrated in Fig. 3.2.7 by dividing a sample 4bit number by the coefficient of the generator polynomial x 3+x+1, which is 1011, using
the modulo -2 arithmetic. Modulo-2 arithmetic is a binary addition process without any
carry over, which is just the Exclusive -OR operation. Consider the case where k=1101.
Hence we have to divide 1101000 (i.e. k appended by 3 zeros) by 1011, which produces
the remainder r=001, so that the bit frame (k+r) =1101001 is actually being transmitted
through the communication channel. At the receiving end, if the received number, i.e.,
1101001 is divided by the same generator polynomial 1011 to get the remainder as 000, it
can be assumed that the data is free of errors.
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Figure 3.2.7 Cyclic Redundancy Checks (CRC)

The transmitter can generate the CRC by using a feedback shift register circuit. The same
circuit can also be used at the receiving end to check whether any error has occurred. All
the values can be expressed as polynomials of a dummy variable X. For example, for P =
11001 the corresponding polynomial is X4+X3+1. A polynomial is selected to have at
least the following properties:
o It should not be divisible by X.
o It should not be divisible by (X+1).
The first condition guarantees that all burst errors of a length equal to the degree of
polynomial are detected. The second condition guarantees that all burst errors affecting
an odd number of bits are detected.
CRC process can be expressed as XnM(X)/P(X) = Q(X) + R(X) / P(X)
Commonly used divisor polynomials are:
• CRC-16 = X16 + X15 + X2 + 1
• CRC-CCITT = X16 + X12 + X5 + 1
• CRC-32 = X32 + X26 + X23 + X22 + X16 + X12 + X11 + X10 + X8 + X7 + X5 + X4 +
X2 + 1
Performance
CRC is a very effective error detection technique. If the divisor is chosen according to
the previously mentioned rules, its performance can be summarized as follows:
• CRC can detect all single-bit errors
• CRC can detect all double-bit errors (three 1’s)
• CRC can detect any odd number of errors (X+1)
• CRC can detect all burst errors of less than the degree of the polynomial.
• CRC detects most of the larger burst errors with a high probability.
• For example CRC-12 detects 99.97% of errors with a length 12 or more.
3.2.4 Error Correcting Codes
The techniques that we have discussed so far can detect errors, but do not correct them.
Error Correction can be handled in two ways.
o One is when an error is discovered; the receiver can have the sender retransmit the
entire data unit. This is known as backward error correction.
o In the other, receiver can use an error-correcting code, which automatically
corrects certain errors. This is known as forward error correction.
In theory it is possible to correct any number of errors atomically. Error-correcting
codes are more sophisticated than error detecting codes and require more redundant bits.
The number of bits required to correct multiple-bit or burst error is so high that in most
of the

cases it is inefficient to do so. For this reason, most error correction is limited to one, two
or at the most three-bit errors.
3.2.4.1 Single-bit error correction
Concept of error-correction can be easily understood by examining the simplest case of
single-bit errors. As we have already seen that a single-bit error can be detected by
addition of a parity bit (VRC) with the data, which needed to be send. A single additional
bit can detect error, but it’s not sufficient enough to correct that error too. For correcting
an error one has to know the exact position of error, i.e. exactly which bit is in error (to
locate the invalid bits). For example, to correct a single-bit error in an ASCII character,
the error correction must determine which one of the seven bits is in error. To this, we
have to add some additional redundant bits.
To calculate the numbers of redundant bits (r) required to correct d data bits, let us find
out the relationship between the two. So we have (d+r) as the total number of bits, which
are to be transmitted; then r must be able to indicate at least d+r+1 different values. Of
these, one value means no error, and remaining d+r values indicate error location of error
in each of d+r locations. So, d+r+1 states must be distinguishable by r bits, and r bits can
indicates 2r states. Hence, 2r must be greater than d+r+1.
2r >= d+r+1
The value of r must be determined by putting in the value of d in the relation. For
example, if d is 7, then the smallest value of r that satisfies the above relation is 4. So the
total bits, which are to be transmitted is 11 bits (d+r = 7+4 =11).
Now let us examine how we can manipulate these bits to discover which bit is in error. A
technique developed by R.W.Hamming provides a practical solution. The solution or
coding scheme he developed is commonly known as Hamming Code. Hamming code can
be applied to data units of any length and uses the relationship between the data bits and
redundant bits as discussed.
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Figure 3.2.8 Positions of redundancy bits in hamming code

Basic approach for error detection by using Hamming code is as follows:
• To each group of m information bits k parity bits are added to form (m+k) bit
code as shown in Fig. 3.2.8.
• Location of each of the (m+k) digits is assigned a decimal value.
• The k parity bits are placed in positions 1, 2, …, 2k-1 positions.–K parity checks
are performed on selected digits of each codeword.
• At the receiving end the parity bits are recalculated. The decimal value of the k
parity bits provides the bit-position in error, if any.

Figure 3.2.9 Use of Hamming code for error correction for a 4-bit data
Figure 3.2.9 shows how hamming code is used for correction for 4-bit numbers (d4d3d2d1)
with the help of three redundant bits (r3r2r1). For the example data 1010, first r1 (0) is
calculated considering the parity of the bit positions, 1, 3, 5 and 7. Then the parity bits r2
is calculated considering bit positions 2, 3, 6 and 7. Finally, the parity bits r 4 is calculated
considering bit positions 4, 5, 6 and 7 as shown. If any corruption occurs in any of the
transmitted code 1010010, the bit position in error can be found out by calculating r3r2r1
at the receiving end. For example, if the received code word is 1110010, the recalculated
value of r3r2r1 is 110, which indicates that bit position in error is 6, the decimal value of
110.

Example:
Let us consider an example for 5-bit data. Here 4 parity bits are required. Assume that
during transmission bit 5 has been changed from 1 to 0 as shown in Fig. 3.2.11. The
receiver receives the code word and recalculates the four new parity bits using the same
set of bits used by the sender plus the relevant parity (r) bit for each set (as shown in Fig.
3.2.11). Then it assembles the new parity values into a binary number in order of r
positions (r8, r4, r2, r1).
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Calculations:
Parity recalculated (r8, r4, r2, r1) = 01012 = 510.
Hence, bit 5th is in error i.e. d5 is in error.
So, correct code-word which was transmitted is:
1 1 0

1 0 1

1

Figure 3.2.11 Use of Hamming code for error correction for a 5-bit data

LINEAR BLOCK CODES:
We assume that the output of an information source is a sequence of binary digits "0" or "1." In
block coding, this binary information sequence is segmented into message blocks of fixed length;
each message block, denoted by u, consists of k information digits.
There are a total of 2k distinct messages. The encoder, according to certain rules, transforms
each input message u into a binary n-tuple v with n > k. This binary n-tuple v is referred to as the
code word (or code vector) of the message u , as shown in Figure 1.

Fig. 1
Therefore, corresponding to the 2k possible messages, there are 2k code words. This set of 2k
code words is called a block code. For a block code to be useful, the 2k code words must be
distinct. Therefore, there should be a one-to-one correspondence between a message u and its
code word v.

Definition : A block code of length n and 2k code words is called a linear (n, k) code if and only
if its 2k code words form a k-dimensional subspace of the vector space of all the n-tuples over the
field GF(2).
In fact, a binary block code is linear if and only if the modulo-2 sum of two code words is also a
code word. The block code given in Table 1 is a (7, 4) linear code. One can easily check that the
sum of any two code words in this code is also a code word.

Since an (n, k) linear code C is a k-dimensional subspace of the vector space Vn of
all the binary n-tuples, it is possible to find k linearly independent code words, go,

g1, • • gk-1 in C such that every code word v in C is a linear combination of these k code
words, that is,
…….(1)
Where ui = 0 or 1 for 0 ≤ i ≤ k. Let us arrange these k linearly independent code words as
the rows of a k X n matrix as follows:

…..(2)

……(3)
Clearly, the rows of G generate (or span) the (n, k) linear code C. For this reason, the matrix G is
called a generator matrix for C.It follows from (3) that an (n, k) linear code is completely
specified by the k rows of a generator matrix G. Therefore, the encoder has only to store the k
rows of G and to form a linear combination of these k rows based on the input message.
Example 1 The (7, 4) linear code given in Table 1 has the following matrix as a
generator matrix.

If u = (1 1 0 1) is the message to be encoded, its corresponding code word, according to (3),
would be

A desirable property for a linear block code to possess is the systematic structure of the code
words as shown in Figure 2, where a code word is divided into two parts, the message part and
the redundant checking part. The message part consists of k unaltered information (or message)
digits and the redundant checking part consists of n — k parity-check digits, which are linear
sums of the information digits. A linear block code with this structure is referred to as a linear
systematic block code. The (7, 4) code given in Table 1 is a linear systematic block code; the
rightmost four digits of each code word are identical to the corresponding information digits.

2
A linear systematic (n, k) code is completely specified by a k x n matrix G of the following form:

……..(4)

EXAMPLE 2: The matrix G given in Example 1 is in systematic form. Let u = (u 0, u1 ,u 2 ,u 3)
be the message to be encoded and let v = (vQ , v1 ,v 2 ,v 4 , v 3 , w5, v6 ) be the corresponding code
word. Then

There is another useful matrix associated with every linear block code. For any k X n matrix G
with k linearly independent rows, there exists an (n — k) X n matrix H with n — k linearly
independent rows such that any vector in the row space of G is orthogonal to the rows of H and
any vector that is orthogonal to the rows of H is in the row space of G. Hence, we can describe
the (n, k) linear code generated by G in an alternate way as follows: An n-tuple v is a code word
in the code generated by G if and only if v • HT = 0. This matrix H is called a parity-check
matrix of the code.

If the generator matrix of an (n, k) linear code is in the systematic form of (4), the parity-check
matrix may take the following form:

….(6)
Example 2: Consider the generator matrix of a (7, 4) linear code given in Example 1. The
corresponding parity-check matrix is

SYNDROME AND ERROR DETECTION:
Consider an (n, k) linear code with generator matrix G and parity-check matrix H. Let v = (v 0,v1
, ….vn-1 ) be a code word that was transmitted over a noisy channel. Let r = (r0,r1,….., rn -1) be the
received vector at the output of the channel. Because of the channel noise, r may be different
from v. The vector sum

…(7)
Is an n-tuple where ei = 1 for ri≠ vi and e i = 0 for ri = vi. This n-tuple is called the error vector
(or error pattern). The 1's in
e are the transmission errors caused by the channel noise. It follows from (7) that the received
vector r is the vector sum of the transmitted code word and the error vector, that is,

……………(8)
Of course, the receiver does not know either v or e. Upon receiving r, the decoder must first
determine whether r contains transmission errors. If the presence of errors is detected, the
decoder will either take actions to locate the errors and correct them (FEC) or request for a
retransmission of (ARQ).
When r is received, the decoder computes the following (n-k)-tuple:

…..(9)
Which is called the syndrome of r. Then s = 0 if and only if r is a code word, and s ≠ 0 if and
only if r is not a code word. Therefore, when s ≠ 0, we know that r is not a code word and the
presence of errors has been detected.
When s = 0, r is a code word and the receiver accepts r as the transmitted code word. It is
possible that the errors in certain error vectors are not detectable (i.e., r contains errors but s = r
• HT = 0). This happens when the error pattern e is identical to a nonzero code word. In this
event, r is the sum of two code words which is a code word, and consequently r • HT = 0.
Error patterns of this kind are called undetectable error patterns. Since there are 2k — 1 nonzero
code words, there are 2k
— 1 undetectable error patterns. When an undetectable error pattern occurs, the decoder makes a
decoding error.
Based on (6) and (9), the syndrome digits are as follows:

…..(10)
Example 4: Consider the (7, 4) linear code whose parity-check matrix is given in Example 3. Let
r = (ro,r1,r2, r3, r4, r5, r6) be the received vector. Then the syndrome is given by

The syndrome digits are

The syndrome s computed from the received vector r actually depends only on the error pattern
e, and not on the transmitted code word v. Since r is the vector sum of v and e, it follows from
(9) that

However, v • HT = 0. Consequently, we obtain the following relation between the syndrome and
the error pattern:

…….(11)
If the parity-check matrix H is expressed in the systematic form as given by (6), multiplying out
e • HT yields the following linear relationship between the syndrome digits and the error digits:

…….(12)
EXAMPLE 5 : Again, we consider the (7, 4) code whose parity-check matrix is given in
Example 3. Let v = (1 0 0 1 0 1 1) be the transmitted code word and r = (1 0 0 1 0 0 1) be the
received vector. Upon receiving r, the receiver computes the syndrome:

Next, the receiver attempts to determine the true error vector e = (e0, e1 , e2, e3, e4, e5 ,e 6), which
yields the syndrome above. It follows from (11) or (12) that the error digits are related to the
syndrome digits by the following linear equations:

The error vector e = (0 0 0 0 0 1 0) has the smallest number of nonzero components. If the
channel is a BSC, e = (0 0 0 0 0 1 0) is the most probable error vector that satisfies the equations
above. Taking e = (0 0 0 0 0 1 0) as the true error vector, the receiver decodes the received vector
r = (1 0 0 1 0 0 1) into the following code word:

We see that v* is the actual transmitted code word. Hence, the receiver has made a correct
decoding. Later we show that the (7, 4) linear code considered in this example is capable of
correcting

any single error over a span of seven digits; that is, if a code word is transmitted and if only one
digit is changed by the channel noise, the receiver will be able to determine the true error vector
and to perform a correct decoding.
THE MINIMUM DISTANCE OF A BLOCK CODE:
In this section an important parameter of a block code called the minimum distance is introduced.
This parameter determines the random-error-detecting and random-error-correcting capabilities
of a code. Let v = (v1, v2 ,. . , v n - 1 ) be a binary n-tuple. The Hamming weight (or simply weight)
of v, denoted by w(v), is defined as the number of nonzero components of v.
For example, the Hamming weight of v = (1 0 0 1 0 1 1) is 4. Let v and w be two n-tuples. The
Hamming distance (or simply distance) between v and w, denoted d(v, w), is defined as the
number of places where they differ.
For example, the Hamming distance between v = ( 1 0 0 1 0 1 1) and w = (0 1 0 0 0 1 1) is 3;
they differ in the zeroth, first, and third places.
It follows from the definition of Hamming distance and the definition of modulo-2 addition that
the Hamming distance between two n-tuples, v and w, is equal to the Hamming weight of the
sum of v and w, that is,

…..(13)
For example, the Hamming distance between v = ( 1 0 0 1 0 1 1) and w = (1 1 1 0 0 1 0) is 4 and
the weight of v + w = (0 1 1 1 0 0 1) is also 4.

Given a block code C, one can compute the Hamming distance between any two distinct code
words. The minimum distance of C, denoted dmin, is defined as

…..(14) If
C is a linear block code, the sum of two vectors is also a code vector. It follows from (13) that
the Hamming distance between two code vectors in C is equal to the Hamming weight of a third
code vector in C. Then it follows from (14) that

….(15)
The parameter wmin {w(x): x ∈ C, x ≠ 0} is called the minimum weight of the linear code C.
Summarizing the result above, we have the following:
“The minimum distance of a linear block code is equal to the minimum weight of its nonzero
code words”.
Therefore, for a linear block code, to determine the minimum distance of the code is equivalent
to determining its minimum weight. The (7, 4) code given in Table 1 has minimum weight 3;
thus, its minimum distance is 3.

Convolutional Coding

This lecture introduces a powerful and widely used class of codes, called convolutional
codes, which are used in a variety of systems including today’s popular wireless standards (such as 802.11) and in satellite communications. Convolutional codes are beautiful
because they are intuitive, one can understand them in many different ways, and there is a
way to decode them so as to recover the mathematically most likely message from among
the set of all possible transmitted messages. This lecture discusses the encoding; the next
one discusses how to decode convolutional codes efficiently.
5.1 Overview
Convolutional codes are a bit like the block codes discussed in the previous lecture in that
they involve the transmission of parity bits that are computed from message bits. Unlike
block codes in systematic form, however, the sender does not send the message bits
followed by (or interspersed with) the parity bits; in a convolutional code, the sender
sends only the parity bits.
The encoder uses a sliding window to calculate r > 1 parity bits by combining various
subsets of bits in the window. The combining is a simple addition in F2, as in the previous
lectures (i.e., modulo 2 addition, or equivalently, an exclusive-or operation). Unlike a
block code, the windows overlap and slide by 1, as shown in Figure 8-1. The size of the
window, in bits, is called the code’s constraint length. The longer the constraint length,
the larger the number of parity bits that are influenced by any given message bit. Because
the parity bits are the only bits sent over the channel, a larger constraint length generally
implies a greater resilience to bit errors. The trade-off, though, is that it will take
considerably longer to decode codes of long constraint length, so one can’t increase the
constraint length arbitrarily and expect fast decoding.
If a convolutional code that produces r parity bits per window and slides the window
forward by one bit at a time, its rate (when calculated over long messages) is 1/r. The
greater the value of r, the higher the resilience of bit errors, but the trade-off is that a proportionally higher amount of communication bandwidth is devoted to coding overhead.
In practice, we would like to pick r and the constraint length to be as small as possible

Figure : An example of a convolutional code with two parity bits per message bit (r
= 2) and constraint length (shown in the rectangular window) K = 3.
while providing a low enough resulting probability of a bit error.
In 6.02, we will use K (upper case) to refer to the constraint length, a somewhat unfortunate choice because we have used k (lower case) in previous lectures to refer to the
number of message bits that get encoded to produce coded bits. Although “L” might be a
better way to refer to the constraint length, we’ll use K because many papers and documents in the field use K (in fact, most use k in lower case, which is especially confusing).
Because we will rarely refer to a “block” of size k while talking about convolutional
codes, we hope that this notation won’t cause confusion.
Armed with this notation, we can describe the encoding process succinctly. The
encoder looks at K bits at a time and produces r parity bits according to carefully chosen
functions that operate over various subsets of the K bits.1 One example is shown in
Figure 8-1, which shows a scheme with K = 3 and r = 2 (the rate of this code, 1/r = 1/2).
The encoder spits out r bits, which are sent sequentially, slides the window by 1 to the
right, and then repeats the process. That’s essentially it.
At the transmitter, the only remaining details that we have to worry about now are:
• What are good parity functions and how can we represent them conveniently?
• How can we implement the encoder efficiently?
The rest of this lecture will discuss these issues, and also explain why these codes are
called “convolutional”.

Parity Equations
The example in Figure 8-1 shows one example of a set of parity equations, which govern
the way in which parity bits are produced from the sequence of message bits, X. In this
example, the equations are as follows (all additions are in F2)):
p0[n]

= x[n] + x[n − 1] + x[n − 2]

p1[n]

= x[n] + x[n − 1]

(8.1)

By convention, we will assume that each message has K − 1 “0” bits padded in front,
so that the initial conditions work out properly.

An example of parity equations for a rate 1/3 code is
p0[n] = x[n] + x[n − 1] + x[n − 2]
p1[n] = x[n] + x[n − 1]
p2[n] = x[n] + x[n − 2]

(8.2)

In general, one can view each parity equation as being produced by composing the
mes-sage bits, X, and a generator polynomial, g. In the first example above, the
generator poly-nomial coefficients are (1, 1, 1) and (1, 1, 0), while in the second, they are
(1, 1, 1), (1, 1, 0), and (1, 0, 1).
We denote by gi the K-element generator polynomial for parity bit pi. We can then
write pi as follows:
k−1
j

pi[n] = (

gi[j]x[n − j]) mod 2.
=0

(8.3)

The form of the above equation is a convolution of g and x—hence the term “convolutional code”. The number of generator polynomials is equal to the number of generated
parity bits, r, in each sliding window.

8.2.1 An Example
Let’s consider the two generator polynomials of Equations 8.1 (Figure 8-1). Here, the
gen-erator polynomials are
g0 = 1, 1, 1
g1 = 1, 1, 0
(8.4)
If the message sequence, X = [1, 0, 1, 1, . . .] (as usual, x[n] = 0 ∀n < 0), then the
parity bits from Equations 8.1 work out to be
p0[0]
p1[0]
p0[1]
p1[1]
p0[2]
p1[2]
p0[3]

=
=
=
=
=
=
=

(1 + 0 + 0) = 1
(1 + 0) = 1
(0 + 1 + 0) = 1
(0 + 1) = 1
(1 + 0 + 1) = 0
(1 + 0) = 1
(1 + 1 + 0) = 0

p1[3] =

(1 + 1) = 0.

(8.5)

Therefore, the parity bits sent over the channel are [1, 1, 1, 1, 0, 0, 0, 0, . . .].
There are several generator polynomials, but understanding how to construct good
ones is outside the scope of 6.02. Some examples (found by J. Busgang) are shown in
Table 8-1.

Constraint length
3
4
5
6
7
8
9
10

G1
110
1101
11010
110101
110101
110111
110111
110111001

G2
111
1110
11101
111011
110101
1110011
111001101
1110011001

Table : Examples of generator polynomials for rate 1/2 convolutional codes with
different constraint lengths.

Figure 8-2: Block diagram view of convolutional coding with shift
registers.
8.3 Two Views of the Convolutional Encoder
We now describe two views of the convolutional encoder, which we will find useful in
better understanding convolutional codes and in implementing the encoding and decoding procedures. The first view is in terms of a block diagram, where one can construct
the mechanism using shift registers that are connected together. The second is in terms of
a state machine, which corresponds to a view of the encoder as a set of states with welldefined transitions between them. The state machine view will turn out to be extremely
useful in figuring out how to decode a set of parity bits to reconstruct the original
message bits.

Block Diagram View
Figure 8-2 shows the same encoder as Figure 8-1 and Equations (8.1) in the form of a
block diagram. The x[n − i] values (here there are two) are referred to as the state of the
encoder. The way to think of this block diagram is as a “black box” that takes message
bits in and spits out parity bits.
Input message bits, x[n], arrive on the wire from the left. The box calculates the parity
bits using the incoming bits and the state of the encoder (the k − 1 previous bits; 2 in this
example). After the r parity bits are produced, the state of the encoder shifts by 1, with
x[n]

Figure 8-3: State machine view of convolutional coding.
taking the place of x[n − 1], x[n − 1] taking the place of x[n − 2], and so on, with x[n − K
+ 1] being discarded. This block diagram is directly amenable to a hardware
implementation using shift registers.

State Machine View
Another useful view of convolutional codes is as a state machine, which is shown in Figure 8-3 for the same example that we have used throughout this lecture (Figure 8-1).
The state machine for a convolutional code is identical for all codes with a given constraint length, K, and the number of states is always 2K−1. Only the pi labels change depending on the number of generator polynomials and the values of their coefficients.
Each

state is labeled with x[n − 1]x[n − 2] . . . x[n − K + 1]. Each arc is labeled with x[n]/p0p1 .
. ..
In this example, if the message is 101100, the transmitted bits are 11 11 01 00 01 10.
This state machine view is an elegant way to explain what the transmitter does, and
also what the receiver ought to do to decode the message, as we now explain. The
transmitter begins in the initial state (labeled “STARTING STATE” in Figure 8-3) and
processes the message one bit at a time. For each message bit, it makes the state transition
from the current state to the new one depending on the value of the input bit, and sends
the parity bits that are on the corresponding arc.
The receiver, of course, does not have direct knowledge of the transmitter’s state
transi-tions. It only sees the received sequence of parity bits, with possible corruptions.
Its task is to determine the best possible sequence of transmitter states that could have
produced the parity bit sequence. This task is called decoding, which we will introduce
next, and then study in more detail in the next lecture.
8.4 The Decoding Problem
As mentioned above, the receiver should determine the “best possible” sequence of transmitter states. There are many ways of defining “best”, but one that is especially appealing
is the most likely sequence of states (i.e., message bits) that must have been traversed
(sent) by the transmitter. A decoder that is able to infer the most likely sequence is also
called a maximum likelihood decoder.
Consider the binary symmetric channel, where bits are received erroneously with
prob-ability p < 1/2. What should a maximum likelihood decoder do when it receives r?
We show now that if it decodes r as c, the nearest valid codeword with smallest
Hamming distance from r, then the decoding is a maximum likelihood one.
A maximum likelihood decoder maximizes the quantity P (r|c); i.e., it finds c so that
the probability that r was received given that c was sent is maximized. Consider any
codeword c˜. If r and c˜ differ in d bits (i.e., their Hamming distance is d), then P (r|c) =
pd(1 − p)N−d, where N is the length of the received word (and also the length of each valid
codeword). It’s more convenient to take the logarithm of this conditional probaility, also
termed the log-likelihood:2
p
log P (r|c˜) = d log p + (N − d) log(1 − p) = d
log
1 − p + N log(1 − p).
(8.6)
If p < 1/2, which is the practical realm of operation, then 1−pp < 1 and the log term is
negative (otherwise, it’s non-negative). As a result, minimizing the log likelihood boils
down to minimizing d, because the second term on the RHS of Eq. (8.6) is a constant.
A simple numerical example may be useful. Suppose that bit errors are independent
and identically distribute with a BER of 0.001, and that the receiver digitizes a sequence
of analog samples into the bits 1101001. Is the sender more likely to have sent 1100111
or 1100001? The first has a Hamming distance of 3, and the probability of receiving that
sequence is (0.999)4(0.001)3 = 9.9 × 10−10. The second choice has a Hamming distance of
1 and a probability of (0.999)6(0.001)1 = 9.9 × 10−4, which is six orders of magnitude
higher and is overwhelmingly more likely.
Thus, the most likely sequence of parity bits that was transmitted must be the one with
the smallest Hamming distance from the sequence of parity bits received. Given a choice

of possible transmitted messages, the decoder should pick the one with the smallest such
Hamming distance.
Determining the nearest valid codeword to a received word is easier said than done for
convolutional codes. For example, see Figure 8-4, which shows a convolutional code
with k = 3 and rate 1/2. If the receiver gets 111011000110, then some errors have
occurred, because no valid transmitted sequence matches the received one. The last
column in the example shows d, the Hamming distance to all the possible transmitted
sequences, with the smallest one circled. To determine the most-likely 4-bit message that
led to the parity sequence received, the receiver could look for the message whose
transmitted parity bits have smallest Hamming distance from the received bits. (If there
are ties for the smallest, we can break them arbitrarily, because all these possibilities have
the same resulting postThe base of the logarithm doesn’t matter to us at this stage, but traditionally the log
likelihood is defined as the natural logarithm (base e).
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Figure 8-4: When the probability of bit error is less than 1/2, maximum likelihood
decoding boils down to finding the message whose parity bit sequence, when
transmitted, has the smallest Hamming distance to the received sequence. Ties may

be broken arbitrarily. Unfortunately, for an N-bit transmit sequence, there are 2N
possibilities, which makes it hugely intractable to simply go through in sequence
because of the sheer number. For instance, when N = 256 bits (a really small
packet), the number of possibilities rivals the number of atoms in the universe!
coded BER.)
The straightforward approach of simply going through the list of possible transmit sequences and comparing Hamming distances is horribly intractable. The reason is that a
transmit sequence of N bits has 2N possible strings, a number that is simply too large for
even small values of N, like 256 bits. We need a better plan for the receiver to navigate
this unbelievable large space of possibilities and quickly determine the valid message
with smallest Hamming distance. We will study a powerful and widely applicable
method for solving this problem, called Viterbi decoding, in the next lecture. This
decoding method uses a special structure called the trellis, which we describe next.
8.5 The Trellis and Decoding the Message
The trellis is a structure derived from the state machine that will allow us to develop an
efficient way to decode convolutional codes. The state machine view shows what
happens

Figure 8-5: The trellis is a convenient way of viewing the decoding task and
understanding the time evo-lution of the state machine.
at each instant when the sender has a message bit to process, but doesn’t show how the
system evolves in time. The trellis is a structure that makes the time evolution explicit.
An example is shown in Figure 8-5. Each column of the trellis has the set of states; each
state in a column is connected to two states in the next column—the same two states in
the state diagram. The top link from each state in a column of the trellis shows what gets

transmitted on a “0”, while the bottom shows what gets transmitted on a “1”. The picture
shows the links between states that are traversed in the trellis given the message 101100.
We can now think about what the decoder needs to do in terms of this trellis. It gets a
sequence of parity bits, and needs to determine the best path through the trellis—that is,
the sequence of states in the trellis that can explain the observed, and possibly corrupted,
sequence of received parity bits.
The Viterbi decoder finds a maximum likelihood path through the Trellis. We will
study it in the next lecture.

